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1 Introduction and problem statement 
In any organisational environment, there is information that requires protection for a variety of 
reasons (for example because it is classified). The need for protection may relate to different 
security objectives, such as confidentiality, authenticity or availability. This requirement can 
apply throughout the entire lifecycle of the information. In particular, the information must be 
consistently protected during storage, processing1 and transmission, and with regard to all 
relevant security objectives. While practical technological solutions for secure storage and 
transmission exist and can be deployed at scale, this is not always the case for processing. 
Approaches do exist, but they are generally not designed for, or not yet suitable for, wide-
spread use. This is particularly true where processing is distributed and must take place across 
multiple parties, for example in communication and collaboration platforms, which exist in a 
wide range of forms and configurations.2 In addition to the asynchronous exchange of infor-
mation, for example via electronic messages (email), such platforms typically also support 
synchronous communication in the form of voice or video. These different modes of 

 

1 Although the terms 'processing' and 'editing' are often used interchangeably when referring to information and 
data, there is a subtle difference in meaning. 'Processing' generally refers to the automated aggregation, anal-
ysis and transformation of data into useful information (as reflected in the formerly common term 'electronic data 
processing'). 'Editing', by contrast, refers more to the active modification, correction or adjustment of specific 
data or datasets. More broadly, 'to edit' tends to mean making changes or resolving a task, whereas 'to process' 
relates more to the transformation of materials (e.g. wood processing) or information. Accordingly, this document 
generally uses the term 'processing'. The term 'editing' is used only where specific data or datasets are modified, 
corrected or adjusted. 

2 Examples of comprehensive communication and collaboration platforms include Microsoft Teams, Google Work-
space and Nextcloud, while Slack, Confluence, SharePoint and Miro are examples of platforms with more spe-
cific functionality. 
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communication give rise to new – and in some cases distinct – requirements that must be 
taken into account when designing and operating such platforms. 

This technology brief sets out the requirements for the secure distributed processing of infor-
mation requiring protection, proposes a suitable target architecture, and provides recommen-
dations for related development and procurement projects. Given that technological solutions 
for the secure storage and transmission of such information are already available, these as-
pects are not addressed in detail and are only discussed where relevant. 

2 Requirements 
The secure distributed processing of information requiring protection involves strategic, tech-
nical and organisational requirements. These are set out and briefly outlined below. 

2.1 Strategic requirements (S) 
S-1 Data sovereignty  

Sovereignty over information requiring protection must be ensured, i.e. the organisa-
tion or company must retain sole authority and control over its data at all times.3 The 
IT infrastructure used to store, process and transmit this data must support this re-
quirement. 

S-2 Simplicity and verifiability 
The secure distributed processing of information requiring protection must be imple-
mented – or at least be possible – in a way that is simple and verifiable (i.e. transpar-
ent and traceable).4 Verifiability also implies, among other things, that processing 
should rely as far as possible on open protocols and systems, ideally implemented 
using open-source software.  

2.2 Technical requirements (T) 
T-1 Cryptographic protection  

Information requiring protection must be consistently protected using appropriate 
cryptographic methods throughout its entire lifecycle and against all parties.5 The 
cryptographic keys required for this must be provided as part of a key management 
system6 controlled exclusively by the organisation or company and must be protected 
throughout their entire lifecycle. There must be no master keys with access to all 
information. Instead, keys for encryption and decryption must be designed for the 

 

3 Data sovereignty has at least two distinct aspects that must be considered equally: the confidentiality and integrity 
of the information requiring protection – and the availability of and access to that information. 

4 This also includes clearly identifying any components that cannot be verified for whatever reason. 
5 When designing cryptographic methods, preference should be given to symmetric cryptography wherever possi-

ble. Asymmetric cryptography should only be used where there are no viable alternatives (particularly for key 
exchange in large systems or for digital signatures). This is because asymmetric cryptography is generally more 
exposed to threats, including those that may have a retrospective impact, and is therefore more difficult to secure 
over longer periods. For instance, data encrypted using asymmetric methods could be intercepted today and 
potentially decrypted in the future using a quantum computer. This type of threat is referred to as a Harvest Now, 
Decrypt Later (HNDL) attack. 

6 In any security plan that uses cryptographic methods, key management is the Achilles' heel. It requires particular 
attention when designing security architectures. 
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smallest possible data sets.7 If recovery keys are required for emergency purposes, 
they must only enable the respective key owners to decrypt the information. In addi-
tion, processes must be defined and documented to govern how these keys may be 
released and used when required.8  

T-2 Authentication  
Persons and processes that can access or process information requiring protection 
must be reliably identified and strongly authenticated.  

T-3 Access control  
Access to and processing of information requiring protection must be restricted to 
explicitly authorised9 persons and processes, and, where necessary, also to permit-
ted end devices, geographical regions, areas and zones, with additional restrictions 
based on time where required. Access and access attempts must be comprehen-
sively logged. It must be ensured that logs cannot be accessed without authorisation 
or manipulated. In addition to these logs, the access control mechanisms themselves 
must also be effectively protected against manipulation.  

T-4 Usage control  
For information requiring protection, it must be defined and clearly specified which 
types of use (e.g. editing, translation, sharing) are permitted. These specifications 
must be easy for people to understand and intuitive (e.g. through visible digital wa-
termarks), and must also be machine-readable for automated processes. Information 
must only be available and accessible for such permitted processing. If information 
is used in an unauthorised way, this use must be reflected in the relevant logs in a 
way that cannot be denied.  

2.3 Organisational requirements (O) 
O-1 Editing policies and support processes  

Editing policies10 and support processes (e.g. for authorisation management, training 
and education) must be defined for all tasks relating to the distributed processing of 
information requiring protection, along with the corresponding roles and responsibili-
ties. 

 

O-2 Organisation  
The organisation or company must be structured and organised in such a way that it 
can implement and consistently comply with the editing policies and support pro-
cesses defined in O-1. 

 

7 In the context of data communication, this means, for example, that the cryptographic protocol used should sup-
port forward secrecy and, where appropriate, post-compromise security. 

8 This process must also define how a recovery key is to be handled after it has been used. It must also be ensured 
that it cannot be copied and subsequently misused. 

9 Explicit authorisation can, for example, be implemented in the form of an allow list. 
10 Implementation guidelines must be clearly formulated and it must be possible to apply them efficiently. 
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3 Target architecture 
Based on the requirements for the secure distributed processing of information requiring pro-
tection set out in section 2, this section proposes a target architecture designed to meet these 
requirements as effectively as possible. In this architecture, the IT components used to pro-
cess information requiring protection form a consistent, self-contained subsystem within the 
organisation's or company's overall IT infrastructure. This subsystem also includes user-side 
devices and client systems. Ideally, information requiring protection should not leave this sub-
system at all. Where it does, this should only happen in a controlled and actively monitored 
manner.  

The basic premise of the target architecture is that information requiring protection is perma-
nently held in only one location at a time11 and can be viewed and edited via controlled and 
secure end devices and communication channels. It must not be possible to copy or distribute 
it freely. This also applies to recordings of synchronous voice or video communication, alt-
hough the communication itself should ideally be encrypted end-to-end (E2E),12 which is dis-
cussed in more detail later in this section. Accordingly, although processing is distributed 
across many end devices, the actual distribution of the information requiring protection is re-
stricted. In other words, the information is held in only one location at a time, because copies 
merely increase the attack surface and should therefore be avoided wherever possible.  

In line with this basic premise, the subsystem must include well-protected and authenticated 
server systems13 on which information requiring protection is held and made available to other 
systems. To meet requirement S-1 Data sovereignty, these systems must either be operated 
in-house, i.e. on-premises or in the organisation's or company's own data centre, or it must 
otherwise be ensured that the operator of the systems cannot view or manipulate the infor-
mation, particularly during processing.14 This is a major technical challenge. It can be ad-
dressed using cryptographic methods in the field of fully homomorphic encryption, but cannot 
yet be solved in a practical way because the performance of these methods is still too limited.  

Confidential computing [1], however, offers a hardware-based way of ensuring that an un-
trusted operator cannot view information processed on server systems. This applies as long 
as the hardware manufacturer is trustworthy. Like any technology, however, confidential com-
puting is not free from weaknesses or vulnerabilities. Under certain circumstances, especially 
where physical access is possible, attackers may be able to compromise it; such attacks have 
already been demonstrated. Blindly trusting manufacturers' security claims and promises is 
not useful here; these claims must be scrutinised. Nevertheless, this technology can form the 
basis for designing solutions that allow the operation of server systems to be outsourced, 
meaning they do not necessarily have to be run in an organisation's or company's own data 

 

11 The information may also be held decentrally on an end device and made available to other end devices from 
there.  

12 The term 'E2E encryption' is most relevant in relation to the transmission of information. In the context of storage, 
however, it only makes sense if one party is understood to represent both ends of the transmission; that is, if 
the party both transmits the information to storage and retrieves it again at a later point in time. In the context of 
processing data, however, the term does not make sense. 

13 Here, the term 'server system' refers to the ability to store information that requires protection and to make it 
available. The 'form factor' is irrelevant, meaning that a smartphone can also constitute a server system. The 
risk of storing information in only one location is that this location, or the corresponding server system, becomes 
a larger target for attacks. However, this argument needs to be qualified: with decentralised information storage, 
an attack can take place at any location, meaning the actual risk may be higher.  

14 Practical solutions are available for the secure storage and transmission of information (see section 1). 
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centre. The usability and suitability of this technology must, however, be assessed and con-
firmed on a case-by-case basis. 

According to requirement T-1, Cryptographic protection, information that requires protection 
must be cryptographically protected during storage and transmission to prevent it being 
viewed or manipulated by third parties, including the operators of the server systems. Although 
the relevant technologies are available today, key management must remain the responsibility 
of the organisation or company in line with Control Your Own Key (CYOK) or Hold Your Own 
Key (HYOK).15 If the processing of the aforementioned information does not take place within 
the organisation's or company's own physically secured perimeter, such as a data centre, it 
can at least be protected from the operator using confidential computing. From a security per-
spective, however, it is obviously better to operate the systems within the organisation's or 
company's own perimeter and this should therefore be preferred. 

Well-protected end devices, which in this context are client systems, allow authenticated per-
sons and processes to access the information via controlled communication channels in ac-
cordance with requirement T-2 Authentication, i.e. to view or edit it.16 Viewing or editing gen-
erally takes place on the server system, so downloading information to the client system for 
local processing can ideally be avoided. Virtualisation technologies, such as sandboxes, can 
further strengthen and improve the security of client systems and make it more difficult to 
exfiltrate information.  

Of course, access control and usage control must be implemented on the server system in 
accordance with requirements T-3 Access control, and T-4 Usage control. Many access con-
trol solutions are available as standard and integrated into server system operating systems. 
However, usage controls are generally not available as standard and must be implemented 
on a case-by-case basis using specific rule sets. For example, attempts can be made to pre-
vent information requiring protection from being exfiltrated from the server system or the sub-
system as a whole. To this end, communication channels can be disabled or monitored and 
controlled as effectively as possible using data leakage prevention systems, watermarking or 
fingerprinting technologies. If a system is unable to prevent information from being duplicated 
to an acceptable standard, physical protection measures must be implemented as a supple-
ment. In all cases, information must be labelled so that people can easily determine permitted 
uses. Additionally, when logging access and use, it is essential that the logs do not permit any 
direct inferences about the actual content of the protected information. This can be achieved 
through cryptographic protection or tokenisation.  

E2E encryption is required when information requiring protection is transferred from one server 
system to another, or as part of synchronous voice or video communication. In other words, 
there must be no higher-level authority that distributes or can access the required crypto-
graphic keys. The relevant communication protocols are well established in theory and prac-
tice (e.g. TLS or Signal). The target system may be another server or a client. In all cases, 
however, it must be well protected and an integral part of the subsystem to be protected. 

 

15 Unlike with CYOK and HYOK, in Bring Your Own Key (BYOK), where the organisation or company provides the 
keys to the operator, the operator has direct access to the keys and therefore also to the unencrypted infor-
mation. The same applies where keys are managed directly by the operator. It also applies in cases where, to 
ensure availability, the operator has its own keys in addition to the keys managed through CYOK or HYOK, and 
can use them to decrypt the encrypted information. With CYOK and HYOK, the operator does not have these 
direct access options. 

16 It should be noted that the authentication methods used are critical and must therefore be strong. In particular, 
the keys must be bound to individuals and must not be easily exportable. Preference should also be given to 
authentication protocols that are phishing-resistant within the meaning of Annex B [2].  
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From an overarching perspective, the system used to implement the target architecture and 
enable the secure distributed processing of information requiring protection must be designed 
to be as simple and verifiable as possible, in accordance with requirement S-2 Simplicity and 
verifiability. This can be achieved through the use of open protocols and systems, and open-
source software. In addition, requirements O-1 Editing policies and support processes and O-
2 Organisation mean that the use of the system, the relevant roles and responsibilities, and 
how these are assigned within the organisation or company, must all be clearly defined. Where 
necessary, it must also be possible to implement further geographical and physical re-
strictions. Technical tools must be made available to allow the organisational requirements to 
be implemented as simply and automatically as possible. 

4 Recommendations 
For projects aimed at developing a solution for the secure distributed processing of information 
requiring protection, the target architecture outlined in section 3 is recommended. In principle, 
this means that information requiring protection must be stored on specially protected server 
systems and viewed or edited via secure end devices. Information should only be distributed 
in justified cases, such as in synchronous communication relationships. In such cases, it must 
be transmitted via E2E-encrypted communication channels to systems that are also secure. 
Complementary measures can then ensure the correct and appropriate use of the information. 
For example, uncontrolled exfiltration of information should be detected and effectively pre-
vented. 

In procurement projects, compliance with the target architecture should also generally be re-
quired. However, this is more challenging than in a development project. Communication and 
collaboration platforms available on the market are usually designed for the exchange of in-
formation and, at best, ensure that this exchange is secure – but usually without any further 
means of securing the client systems and without usage control as set out in requirement T-
4. The strategic requirements are particularly important here, because data sovereignty and 
compliance with security requirements are generally easier to ensure in open environments. 
Proprietary solutions tend to be complex. This complexity not only creates a lock-in effect, but 
also results in a large overall attack surface. This makes securing the subsystem in line with 
the target architecture unnecessarily difficult. Furthermore, as the software is not open source, 
verifying such solutions is often impossible or extremely difficult in practice.  

Abbreviations 
BYOK Bring Your Own Key 
CYOK Control Your Own Key 
E2E End-to-end 
HNDL Harvest Now, Decrypt Later 
HYOK Hold Your Own Key 
TLS Transport Layer Serurity 

References 
[1]  NCSC, Technology brief: Confidential computing, 5 May 2025 
[2] NCSC, Cybersicherheits- und Resilienzmethode (CSRM) – Eine strukturierte Vorge-

hensweise zur Stärkung der Cybersicherheit und Resilienz, draft  

https://www.ncsc.admin.ch/dam/ncsc/en/dokumente/dokumentation/technologiebetrachtungen/technologiebetrachtung-confidential-computing-en.pdf.download.pdf/technologiebetrachtung-confidential-computing-en.pdf

	1 Introduction and problem statement
	2 Requirements
	2.1 Strategic requirements (S)
	2.2 Technical requirements (T)
	2.3 Organisational requirements (O)

	3 Target architecture
	4 Recommendations
	Abbreviations
	References

